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Unit 1: Exploring 1-Variable Data 
How does Amazon.com know what products are recommended specifically for you? How does the IRS 

identify people who cheat on their tax returns? How can pharmaceutical companies determine if a new drug is 

safer than the leading brand on the market? Determining solutions to these types of tasks seems daunting, but 

there is a field of study that provides many solutions. Statistics is a growing field of applied mathematics that is 

providing tools for people working with problems of uncertainty.  
 

You may not realize it, but we encounter decisions made using statistics every day. Statistical methods 

are used to make decisions in business, medicine, agriculture, social sciences, politics, and many other fields. In 

addition to this exposure, we are also bombarded with more and more statistics through media and other means 

(some that is informative and more that is intentionally deceptive). This diverse use of information has called for 

a greater need of statistical literacy in everyday life. With a future of great uncertainty and opportunity, intelligent 

judgments and informed decisions using statistics are vital to improve and protect the society we live in.  
 

Historically, the field of statistics has a reputation for being dry, antiseptic, and unfeeling. However, if we 

look beyond the numbers, statistics often helps us understand and appreciate the emotions and experiences of 

modern-day society. Behind each set of data lies a story about real people undergoing real-life experiences.  How 

do major events like experiencing Hurricane Katrina or winning the lottery impact a person’s decision-making 

and emotional stability? Does Friday the 13th really change human behavior? How can giving a product away for 

“Free!” impact sales results for a department store? Throughout this course, you will experience and develop an 

understanding of how statistics can help you answer these questions. Instruction and resources have been designed 

to build an understanding of elementary statistical concepts and procedures that can help us evaluate whether or 

not the important decisions in our lives and workplace are being made in a reasonable way. 
 

The Four Broad Themes of Statistics 

Statistics is the science of reasoning from data. This reasoning, combined with a collection of tools and 

methods, helps us understand the complicated world around us. A major goal of this course is to see the big 

picture from a series of smaller snapshots. We will explore various ways to obtain, interpret, and make decisions 

using these types of snapshots.  
 

Part I: Exploratory Data Analysis: The tools and strategies for organizing, displaying, describing, and analyzing 

data. 

Part II: Producing Data: Designing surveys, experiments, and observational studies that will yield the data 

necessary to answer a question of interest. 

Part III: Probability: The study of chance behavior.  How likely are certain outcomes? 

Part IV: Inference: Drawing conclusions about the population based on samples. Test claims and compute 

estimates. 

 



TOPIC 1.1 Introducing Statistics: What Can We Learn from Data? 

Skill: Selecting Statistical Methods 1.A: Identify the question to be answered or problem to be solved. 

 

 
 

“Get your facts first, and then you can distort them as much as you please.”- Mark Twain 
 

The above quote from Mark Twain echoes the fact that the field of statistics has a bad reputation for being 

dishonest (also satirized in the comics below).  

 

             

 
 

There was also a famous book published in 1954 entitle “How to Lie with Statistics” by Darrell Huff that added 

to the public mistrust of statistics. As a society, we need to move past this mistrust. The more we educate ourselves 

about data, the less inappropriate or manipulated statistics can influence our decision-making. Through this course 

we will explore examples where decisions made without data and the misuse of data have had extremely negative 

consequences for the world we live in.  We will also discuss examples where the appropriate use of statistics has 

made modern day society both safer and more efficient. In truth, if we are not analyzing data, we are probably 

making too many decisions based on emotion and intuition alone (which we sometimes regret later on). 
 

The field of statistics serves to help us with three very important goals. The first goal involves being 

informed. Each day we are subject to statistical information in the news, advertisements, and general 

conversations. Statistical literacy can help evaluate this information intelligently. The second goal in statistics 



involves making informed decision. Throughout our personal and professional lives, we will need to make 

decisions where the right choice is not always clear. In statistics we learn how to collect, analyze, and interpret 

data, which should be used to help us understand the proper techniques for informed decisions. Finally, the third 

goal in statistics involves being able to evaluate decisions that are made for us. There are many situations where 

others (such as medical companies, local government, employers, etc.) have made decisions that will affect how 

we live our lives. Statistical understanding will allow us to question and evaluate these decisions for our own 

well-being. 
 

The characteristic that makes statistics unique is its ability to quantify uncertainty; to make this uncertainty 

more precise and clearer. To achieve this, we need to start with data. Data is not simply a list of numbers. These 

values must include contexts in order to be considered data. For example, the number 10.5 does not mean much 

to us without context. However, if your relative gives birth to a baby that weights 10.5 lbs. you know she gave 

birth to a big baby. If you only have $10.50 in your bank account, then you may be in serious financial trouble. 

Context engages our background knowledge and allows us to make judgments based on the data at hand.  
 

Understanding how data varies can also help us avoid making impulsive, irrational, and uniformed 

decisions. To make informed decisions, we need to understand what outcomes are possible and how often these 

outcomes occur. Statistics allows us to develop shared understandings of uncertainty and variation.  

 

Finally, we need to understand randomness. How certain can we be that what we are observing isn’t just 

random chance? Is there any meaning to a pattern we observe or are the outcomes just a coincidence? Conclusions 

and decisions should be made with the understanding that randomness and probability has a much bigger impact 

on outcomes our world them we give it credit for. Covid-19 has shown us that rare outcomes can have a big 

impact on our lives. 

 

TOPIC 1.2 The Language of Variation: Variables 

Skill: Data Analysis 2.A: Describe data presented numerically or graphically. 
 

 
 



“Data trumps intuition. Instead of using our intuition, we experiment on the live site and let our customers tell us 

what works for them.” – Ronny Kohawi of Amazon.com 
 

As mentioned in the last section, one of the biggest obstacles we deal with in the field of statistics is 

emotional decision-making. Unfortunately, many decisions are made without the use of statistics. It is very 

common for people to become emotionally compelled to make strong judgments when they read about events in 

the newspaper or see things on the nightly news. For example, there have been a few cases where a person 

developing Alzheimer’s disease after receiving a certain type of vaccination. As a result, certain groups of people 

were assuming that the vaccine was causing the Alzheimer’s disease, when in fact, the two occurrences may be a 

pure coincidence. Before we make judgments, we must always look at the data behind a story before we can draw 

a sound and informed conclusion.   

 

Having access to a world of data is meaningless without the ability to organize and analyze that 

information. Now that we have looked at the importance of understanding data, the next step is to develop a few 

techniques for recognizing the various types of data. We call any characteristic of a group of people or things 

with more than one possible outcome a variable. Variables can be assigned measurements or categories. The 

table below shows several types of variables collected from customers of Amazon.com. 
 

 
 

None of the data above has any meaning without the titles at the top of each column. Always be sure to label 

variables clearly, so that those who are reading this information may interpret the data in the appropriate context. 
 

Variables can be broken down into two major types (in this course anyway): 

 
Quantitative variables are those that can be measured for numerical characteristics (such as height, 

weight, speed). For this type of data, it makes sense to find numeric summaries like an average or a range of 

possible values. Categorical variables describe possible characteristics within some population, like recording 

group designations such as gender, dominant hand, or religious affiliation. If there are only two categories, we 

call our variable binary. However, many variables contain more than two possible categories.  
 

Be careful to think about your variable before designating it as quantitative or categorical. For example, 

it does not make sense to include some numeric values as measurements (such as zip codes or social security 

numbers). These values should not be considered quantitative. Another twist that sometimes causes confusion 

comes from ordinal data. This is data that is counted or put in a specific order (such rankings in a horse race or a 

set of years). A designation of first place, second place, etc. would not need descriptive statistics (mean, median, 

etc.). Therefore, ordinal data is not considered quantitative.  
 

Some variables may fit into either categorical or quantitative depending on how they are being used. For 

example, if we wanted to measure the average age of people who attend a certain theme park, age is a quantitative 



variable. However, if we wanted to know the percentage of people from each age group who listen to classical 

music, then we might split each age group into different categories (children, teens, adults, etc.).  
 

Observational unit (or Individual) – person or thing to which a number or category has been assigned. 
 

Be careful to distinguish the difference between a variable and an individual characteristic. A single value 

is considered a characteristic and a set of values collected from different trials or observational units are 

considered a variable. For example, the height of one student in your class is considered a characteristic of that 

student; whereas the set of heights for all of the students in your class is considered a variable. Similarly, but a 

bit more difficult to grasp, the average height of all of the students in your class is only considered a characteristic 

of your class, where as if the average heights were taken for each of the classes in your school, then this set of 

values (average heights) would be considered a variable.  
 

Now that we have set a foundation for the major concepts in statistics, the first step to understanding a 

given set of data is to answer the five W’s (and how). 
 

Who: Who are the individuals or things that we want to gain information about to make decisions? (Note: be 

careful here. We are not talking about the people carrying out the research, the that is also important. Here we 

want to address the individuals or things that are being researched.) 
 

What: What variables are important when we collect information about these individuals/things?  

When and Where: When and where was this information collect? 
 

How: How will the data be obtained (observation, experiment, survey) and how will this impact my analysis of 

the data? 
 

Why: Why are we interested in this information? Are there any hypotheses that impact the study? 
 

After we have a clear picture of the context in which our data has been collected, then we need to find a 

good way of describing the data itself. How can we represent the data in a useful way? Can we see any underlying 

patterns in a heap of naked numbers? How can we summarize the data’s basic shape? In the next few sections, 

we will begin to address some of these issues. 

 

Exercises: Topics 1.1 and 1.2 

1. In your own words, what is the main goal in the study of statistics? 

2. Define the term data in your own words. 

3. From your reading, describe a scenario in your life where statistics could be utilized on a daily basis. 

4. Would the height of the person who sits next to you in English class be considered a characteristic or 

variable? Explain. 

 

5. The Cleveland Casting Plant is a large, highly automated producer of gray and nodular iron automotive 

castings for Ford Motor Company. According to an article in Quality Engineering (1995), Cleveland 

Casting is interested in keeping the pouring temperature of the molten iron close to the specified value of 

2550 degrees (Fahrenheit) to maximize the quality of their products. To check on their production 

procedures, Cleveland Castings measured the pouring temperature for a random sample of 10 crankshafts 

and recorded results in a recent report.  

(a) Identify the observational units (or individuals) in this study. 

(b) Name any variables and identify whether they are categorical or quantitative. 

 

6. According to an article in Fortune (Dec. 28, 1992), 401(k) plans permit employees to shift part of their 

before-tax salaries into investments such as mutual funds. Employers typically match 50% of the employees’ 

contribution up to about 6% of salary. One company, concerned with what it believed was a low employee 

participation rate in its 401(k) plan, sampled 30 other companies with similar plans and asked for their 

401(k) participation rates.  



(a) Identify the observational units (or individuals) in this study. 

(b) Name any variables and identify whether they are categorical or quantitative. 

 

7. How can we help wood surfaces resist weathering, especially when restoring historic wooden buildings? 

A study of this question prepared wooden panels and then exposed them to the weather. Here are some of 

the variables recorded. Identify each of these variables as categorical or quantitative.   

  (a) Type of wood      

  (b) Strength of water repellent    

 (c) Paint thickness     

 (d) Paint color      

 (e) Weathering time   

   

8. Statistical evidence played an important role in the murder trial of Kristen Gilbert, a nurse who was 

accused of murdering hospital patients by giving them fatal doses of heart stimulant (Cobb and Gerlach, 

2006). Hospital records for an eighteen-month period indicated that of the 257 eight-hour shifts that Gilbert 

worked, a patient died on 40 of those shifts (15.6%). But during the 1384 eight-hour shifts that Gilbert did 

not work, a patient died on only 34 of those shifts (2.5%).  

(a) Identify the observational units (or individuals)  in this study. 

(b) Identify the two variables mentioned in the preceding paragraph. Classify each as categorical 

(possibly binary) or quantitative. 

 

TOPIC 1.3 Representing a Categorical Variable with Tables 

Skill: Data Analysis 2.B: Construct numerical or graphical representations of distributions 

Skill: Data Analysis 2.A: Describe data presented numerically or graphically. 

 
 



“Be able to analyze statistics, which can be used to support or undercut almost any argument.” - Marilyn vos Savant 
 

Recently, a major theme of nonfiction literature has focused in on amazing stories of human survival. One of 

the most talked about cases of survival in history is captured the tale of the sinking of the Titanic. What happened 

on the Titanic at 11:40 on the night of April 14, 1912 is very well known. Frederick Fleet’s cry of “Iceberg, right 

ahead” and the three accompanying pulls of the crow’s nest bell signaled the beginning of a nightmare that has 

become legend. By 2:15 a.m., the Titanic, thought to be unsinkable, had sunk, leaving more than 1500 passengers 

and crewmembers on board to meet their icy fate. 
 

So how can statistics help us better understand survival in the face of such disasters? Of course there is no 

guaranteed procedure for survival, but analyzing data may reveal several key patterns that may shed light on the 

subject. To draw any sound conclusions about the Titanic disaster, we would need to start with a spreadsheet of 

all passengers on the boat and their characteristics (gender, age, where their room was located, whether or not 

they survived, etc.).  
 

Class Age Gender Survive? 

First 12 M Yes 

Crew 24 M No 

Second 54 F Yes 

… … … … 
 

 

Unfortunately, data presented in spreadsheets is often too overwhelming and it is very difficult to draw sound 

conclusions using this format. To address this issue, statisticians have established many procedures for presenting 

and organizing data using tables, displays, and analysis. Graphical representations of data are very helping in 

revealing the story behind the data. When examining graphs, we can discover statistical tendencies and view 

patterns that would not be clear from data alone. Knowing this, we must take care in determining the 

appropriateness of certain graphs because depending on your choice of representation, different graphical designs 

may mask certain characteristics of data, while others may display visual trends that can be extremely informative. 
 

Distribution – collection of data that shows patterns of variation for a given variable. 
 

Both categorical and quantitative data can be organized into tables that summarize and identify distinct 

features of a given distribution. Frequency is the number of items (or counts) that fall within a certain category, 

class, or interval. Sometimes frequencies are converted to decimal form or percentages to compare class frequency 

to the total frequency. This is called relative frequency. 
 

When organizing categorical data, we first need to define all categories and determine counts, proportions, and/or 

percentages for each category  

 
 

How to create a frequency distribution for categorical data? 

We can pile the data by counting the number of data values in each category of 

interest. We can organize these counts into a frequency table, which records the 

totals and the category names. 
 
 

 

 

A relative frequency table is similar, but gives the percentages or proportions 

(instead of counts) for each category. This makes more sense when comparing 

categories of different size. Be sure that the sum of counts adds up to the total 

and percentages add to 100%, give or take some round-off error. 

 

 

http://www.brainyquote.com/quotes/quotes/m/marilynvos365171.html


TOPIC 1.4 Representing a Categorical Variable with Graphs 

Skill: Data Analysis 2.B: Construct numerical or graphical representations of distributions 

Skill: Data Analysis 2.A Describe data presented numerically or graphically.  

Skill: Data Analysis 2.D Compare distributions or relative positions of points within a distribution. 

 
 

Another way to examine the distribution of a set of data is to create a graph.  

Bar charts are probably the easiest graphs to create and interpret. Just be  

sure that all categories are displayed on the horizontal axis and the  

vertical axis contains counts, proportions, or percentages. There should be  

some cautions though. Be sure that each rectangle is separated with the  

same width so that area doesn’t distort the true proportions. Try  

not to include too many bars or categories within a single graph (this may  

overwhelm the reader with too much information). Finally, be sure no  

individuals can fit into more that one category (there are other graphs for  

this type of data). 

  

 

 



When you are interested in visualizing parts of the whole, a pie chart might be  

your display of choice.  Pie charts show the whole group of classes as a circle.  

They slice the circle into pieces whose size is proportional to the fraction of  

the whole in each category. Like barcharts, when constructing these graphs  

we must be sure that no outcomes can fit into more than one category. 

 

Be careful not to violate the area principle. The area occupied by part of  

a graph should correspond to the proportion of value it represents.  

3D graphics often violate the area principle. 

 

Exercises: Topics 1.3 and 1.4 

9. Explain the difference between frequency and relative frequency. 

  

10. Describe all of the flaws in the following pie chart. 

 

 

 

 

 

 

11. A May 2001 Gallup Poll found that many Americans believe in ghosts and other supernatural phenomena. 

The poll was based on telephone responses from 1012 randomly selected adults. The table below shows the 

percentages of people who express belief in various phenomena. 
 

Phenomena % with belief 

Psychic healing 

ESP 

Ghosts 

Astrology 

Channeling 

54 

50 

38 

28 

15 
 

(a)Is it reasonable to conclude that 66% of those polled expressed belief in either ghosts or astrology? 

(b) Can you tell what percent of people did not believe in any of these phenomena? Why? 

(c) What would be the appropriate graphical display for this data? 
 

12.The center for Disease Control lists causes of death in the United States During 1999: 
 

Cause of Death % 

Heart Disease 

Cancer 

Circulatory disease or stroke 

Respiratory disease 

Accidents 

30.3 

23 

8.4 

7.9 

4.1 
 

(a) Is it reasonable to conclude that heart or respiratory disease accounted for approximately 38% of the US 

deaths in 1999? 

(b) What percentage of deaths are not accounted for in the table? 

(c) What is the appropriate graphical display for this data? 
 

13. The Pew Research Center conducted a survey in February of 2006 in which American adults were asked: 

“Generally, how would you say things are these days in your life – would you say that you are very happy, 

pretty happy, or not too happy?” Of the 3014 respondents, 34% answered “very happy,” 50% said “pretty 

happy,” 15% responded “not too happy,” and 1% replied that they did not know. Construct a well-labeled bar 

graph to display these results.  

 



TOPIC 1.5 Representing a Quantitative Variable with Graphs 

Skill: Data Analysis 2.A: Describe data presented numerically or graphically.  

Skill: Data Analysis 2.B Construct numerical or graphical representations of distributions. 

 

 
 



“To see what is in front of one’s nose requires a constant struggle.” – George Orwell 

 

There are many ways to organize and display quantitative data. It is important to understand the strengths and 

weaknesses of each representation, so we do not miss any important characteristics of our data. A quantitative 

variable that is considered discrete if the data contains a countable number of outcomes. Examples include shoe 

sizes that only come in whole or half sizes (6, 6 ½, 7, etc.) or the number of students in each class at your school. 

Continuous quantitative variables have values can obtain any measurement, depending on the accuracy of the 

measuring tool. For example, your height may be exactly 60 inches, but we may be able to measure it more 

precisely as 60.94 inches or 59.223 inches. 

 

Note: In statistics we let the letter n represent the number of items or observations in a given set of data (sample 

size). 

 

The following set consists of exam grades from an algebra class containing 42 students (n = 42): 
 

73, 81, 70, 71, 74, 74, 72, 72, 87, 90, 87, 84, 70, 73, 68, 74, 84, 80, 73, 58, 

89, 71, 79, 67, 81, 78, 88, 80, 75, 85, 72, 83, 72, 90, 83, 72, 91, 82, 53, 84 
 

The range of values is 91 – 53 = 38. If we wish to break the data into 8 different intervals (called classes or 

bins), then each interval could contain a 5-point spread. 

 
 

Note: All classes must be included, even if the frequency is zero. In AP statistics, we generally make all classes 

the same width, though this is not the case for all statistics courses. 

 

We can use the terms frequency and relative frequency with quantitative variables in the same way we used 

them with categorical data once we organize the data into classes (consistent intervals). However, with 

quantitative data we can also create a variation of basic frequency distributions called the cumulative frequency 

distribution or relative cumulative frequency distributions (as seen in the example above). Cumulative 

frequency for a class or an interval is the sum of all frequencies up to and including the specified class/interval. 

Relative cumulative frequency converts these cumulative counts to proportions. 
 



A histogram is a way of summarizing quantitative data that are 

measured  on an interval scale (either discrete or continuous). This type 

of graph is often used in exploratory data analysis to illustrate the major 

features of the distribution of the data in a convenient form. Histograms 

divide the range of possible values in a data set into classes (sometimes 

called bins). For each class, a rectangle is constructed with a base 

length equal to the range of values in that specific class, and an area 

proportional to the number of observations falling into that group. 

Unlike bar charts, the only time a gap or space would appear between 

bars in a histogram is when the count/proportion for a class is 0. If a value falls on the border between two 

consecutive bars, it is placed in the class on the right. A frequency histogram displays the count of cases in 

each class as the height of each bar. A relative frequency histogram displays the proportion of cases in each 

class instead of the count.  

 

The three histograms shown below represent the same data. However, they are drawn with different number of 

classes, 4, 11, and 40 respectively. The variation is these histograms illustrates the importance of the choice of 

number of classes. With too few or too many classes, a histogram does not emphasize the major features of the 

distribution of the data. As a general rule of thumb, your histogram should contain between 6 and 12 bars. 

 
 

Advantages: Histograms are useful when working with large sets of data, and they can easily be constructed 

using a graphing technology.  
 

Disadvantage: Histograms do not preserve individual values. While each value is preserved within the bars, 

we cannot be certain of specific values in the original data set by looking at the graph alone. 

 

The steps to construct a histogram are: 

1) Divide the range of data into classes of equal width in a table. 

2) Calculate the count (frequency) and/or proportion (relative frequency) of individuals in each class. 

3) Label and scale your axes. Viewer should be about to understand the interval each class represents on the 

horizontal axis. Typically start the vertical axis with 0 and end with a value slightly above the highest 

frequency. 

4)  Draw the histogram. The height of the bar equals its frequency. Adjacent bars should touch, unless a class 

contains no individuals. 

 

 (Note: cumulative frequency histograms will be discussed in a later topic) 

 

 

 

 

 

 

 



Stemplots (also called stem-and-lead plots) are useful for displaying small datasets with only positive values. 

They show picture of the shape of the distribution while also including the actual numerical values within the 

graph. To construct a stemplot: 
 

1. The observations must first be sorted in ascending order (smallest-largest value). 
 

2. Next, determine what the stems will represent and what the leaves will represent. 

Typically, the leaf contains the last digit of the number and the stem contains all of 

the other digits. In the case of very large or very small numbers, the data values may 

be rounded to a particular place value (such as the hundreds place) that will be used 

for the leaves. The remaining digits to the left of the rounded place value are used 

as the stems. 
 

3. Write all possible stems from the smallest to the largest in a vertical column and 

draw a vertical line to the right of the column. Write each leaf in the row to the right 

of its stem. Arrange the leaves in increasing order out from the stem. 

    

4. Provide a key that explains in context what the stems and leaves represent. 

 

Advantage: Stemplots are easy to graph by hand and visually preserves all data 

Disadvantage: Stemplots becomes a challenge with larger data sets. They are also a challenge for larger 

quantities, longer decimals, and negative numbers. 
 

The data below represent the responses of 20 female AP Statistics students to the question, “How many pairs of 

shoes do you have?”  

 
 

The step-by-step process of constructing a stemplot for the data is below. 

 

 
 

 

When data values are “bunched up”, we can get a better picture of the distribution by splitting stems. If you have 

too few stems, you can expand your stemplot by using each stem twice, letting the digits 0-4 goes with the first 

and the digits 5-9 with the second. 

 
 



One of the simplest quantitative graphs to construct and interpret is a dotplot. 

Each data value is shown as a dot above its location on a number line. For small 

data sets within a small interval of values dotplots are very easy to graph by 

hand. Dotplots can be very cumbersome to create by hand for larger data sets, 

so we will utilize graphing technology.  

 

The dotplot below represents the number of people living in a house for 15 residences on a particular block in a 

small town. Each dot represents on house, and the number of dots in each column represents how many houses 

have a certain number of residents. 

 
Advantage: Dotplots are easy to graph by hand (when the range is small) or with graphing technology. They also 

visually preserve all data.  

Disadvantage: Dotplots can because visually messy with larger data sets or data that tend to vary greatly. They 

are also a challenge for larger quantities and longer decimals. 

 

The steps to construct a dotplot are: 

1) Draw a horizontal axis (a number line) and label it with the variable name. 

2) Scale the axis from the minimum to the maximum value. Label unit values appropriate with the data set. 

3) Stack a dot above the location on the horizontal axis corresponding to each data value. When graphing 

by hand, avoid visible gaps between vertical dots 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



TOPIC 1.6 Describing the Distribution of a Quantitative Variable 

Skill: Data Analysis 2.A Describe data presented numerically or graphically. 

 

 
 



The principles of quantitative graphs are shape, outliers, center, and spread (we call these the SOCS). 

Always relate these characteristics to the context (subject) of the problem to shed some light on the meaning of 

graphs (and in later topics number summaries). When we analysis graphs of quantitative data, we often look for 

the most common or “typical” value in a given distribution.  We consider the central value of the graph as the 

most typical. We also look at how much the data varies by looking at the range of possible values and other 

measures of spread. Center and spread (variability) will be discussed in much more detail in a later topic. For 

now, describe the center by estimating the middle of the graph and the spread by stating the range (discussed 

later in the page). Finally, we look for outliers, which are values that do not fit the pattern or are much more 

extreme than the majority of the data. 
 

Shape:  

 

  
                Symmetric                                               Skewed Left                           Skewed Right 
 

Look for the “clusters,” or modes (Unimodal, Bimodal, Multimodal). If data show a unimodal 

distribution, look to see whether the distribution is symmetric, skewed to the left, or skewed to the right.  If you 

see a bimodal distribution, then describe the center of each mound separately. I distribution that is largely 

rectangular in shape, with no clear mound/mode, is called a uniform distribution. 

 
                    Uniform                                           Unimodal                                            Bimodal 
 

Spread:  

One of the most important concepts in statistics is the phenomenon of unpredictability from one event to 

the next, called variability. Almost every population is composed of many individuals with their own unique 

characteristics. This lack of uniformity is what makes statistics so interesting and important.  As we continue 

throughout this course, variability always needs to be addressed when collecting, analyzing, and drawing 

conclusions from data. In fact, this is the one of the most fundamental principle in statistics. Whether we are 

flipping a coin, or driving to work, there are many events in our daily routines that have unpredictable outcomes. 

Consequently, unpredictable variation is what makes the decisions we make in the face of uncertainty so difficult. 
 

The range of a distribution is the maximum value – minimum value 
 

Unusual Features: 

Be careful to point out different clusters of data within a graph. These may indicate that there are different 

subgroups within the data that could be studied separately. Clusters are often separated by gaps. Outliers are 

individual departures from the overall pattern of data. 

 



Note: When describing shape, center, and spread of a distribution it must be expressed within the context of the 

data or it will NOT get any credit on the AP exam. 

 

Exercises: Topics 1.5 and 1.6 

14. Would weight of a newborn baby be considered a discrete or continuous variable? Explain. 

 

15. Explain the difference between frequency and cumulative frequency. 

 

16. The histogram shows the number of major hurricanes that reached the East Coast of the United States each 

year from 1944 to 2000.  Describe the shape, center, and spread of the distribution.  

 
17. Describe a situation where a histogram is more appropriate than a stemplot. 

 

18. When statisticians say the ‘typical value” what are they referring to? 

 

Please create the following graphs by hand. Use a ruler to help construct the dimensions. If you wish to print the 

chart for the histogram in # 21, that is ok. 

 

19. Students in a high school statistics class were asked to report how many siblings they have.  Here are the 

data:  
1 2 1 2 3 2 1 1 2 3 

  0 1 4 2 1 2 1 7 0 1 

0 2 2 5 2 1 1 0 1 1 

3 1 2 1 1 2 3 2 4 2 

 

 (a)  Construct a dotplot to display these data. 

 (b) How many siblings does a “typical” student in the class have?  Justify your answer. 

 (c)  Are there any really unusual values in the data set?  Explain. 

 

20. You and your classmates decided to evaluate the distribution of pennyweights. A sample (n = 30) of 

pennyweights is provided: 
 

2.57    2.56    3.14    3.03    3.13    2.47    2.43    3.11    3.06    2.48 

2.51    2.50    3.07    3.08    3.01    2.45    2.50    3.13    2.51    3.12 

3.10    3.08    2.46    2.44    2.47    2.54    3.09    3.13    2.56    2.49 
 

(a) Create a stemplot for this data  

(b) Describe the shape, center, and spread of this graph.  

 

 

 



21. Fill in the frequency table for the temperature data listed below (n = 31). Then construct the corresponding 

histogram. (If you wish to print and write on the chart/graph below as a template, that is ok). 

 

 
 

     
  

22. Consider the following data on the Survey of Student Habits and Attitudes (SSHA) scores for 18 female 

college students. The test evaluates motivations, study habits, and attitudes toward school. Make a histogram 

and describe the patterns shown in the data. 

 

154 109 137 115 152 140 154 178 101 

103 126 126 137 165 165 129 200 148 

 
23. The set of data below represent 17 male heights (in cm). Create a split-stem stemplot for the data. Be sure to 

include a key. 

 

151 154 157 159 162 163 165 165 167  

169 174 175 176 177 180 183 187 

 

 

 

 

 

 

 

 

 



Unit 4: Probability, Random Variables, and 

Probability Distributions 

 

How can an event be both random and predictable? About how many rolls of a fair six-sided die would 

we anticipate it taking to get three 1s? Probabilistic reasoning allows statisticians to quantify the likelihood of 

random events over the long run and to make statistical inferences. Simulations and concrete examples can help 

students to understand the abstract definitions and calculations of probability. This unit builds on 

understandings of simulated or empirical data distributions and fundamental principles of probability to 

represent, interpret, and calculate parameters for theoretical probability distributions for discrete random 

variables. Interpretations of probabilities and parameters associated with a probability distribution should use 

appropriate units and relate to the context of the situation. 

 

TOPIC 4.1 Introducing Statistics: Random and Non-Random Patterns? 

Skill: Selecting Statistical Methods 1.A Identify the question to be answered or problem to be solved. 

 
 

Chance is all around us. Whether we are playing rock-paper-scissors against a friend for the last piece of 

candy or an adult is buying a lottery ticket to try for the jackpot, we can easily think of games of chance that are 

part of everyday life. However, chance is not limited to games. Chance determines our inherited traits such as 

eye color, height, blood type, handedness and much more. Chance impacts whether or not we will hit the red 

light when we are already late for school and whether or not your high school team can finish their game before 

a thunderstorm moves in. Understanding the characteristics of chance events is very important when making 

decisions using statistics.  

 

Most of us only have a basic understanding of how to judge randomness and chance. If you tossed a coin 

three times, would you be surprised if all three tossed landed on heads? How about 10 times in a row? 20? Most 

people wouldn’t be very surprised by observing three heads in a row. However, they may think something is 

wrong with the coin if they observe 20 heads in a row. How can we be sure? Our ability to understand 

randomness and chance starts to require more dedicated practice as we add more complexity and additional 

outcomes. Human understanding of complex randomness is so bad that companies like Apple have had to 

change their song shuffle features because people complained about hearing some songs too often (similar 

changes have been made to video games because people thought truly random outcomes were unfair). 

 

The following statement is essential to understand when it comes to chance outcomes: 

 

 Chance behavior is unpredictable in the short run, but has a regular and predictable pattern in the long run.  

 



The law of large numbers says that if we observe more and more repetitions of any chance process, the 

proportion of times that a specific outcome occurs approaches a single value. At face value, the law of large 

numbers seems to fit very well with our coin flipping experience. We are not very surprised at rare outcomes 

over a small number of flips. But over hundreds or thousands of coin flips, we expect the number of heads 

flipped to be extremely close to 50% with a fair coin. If we roll a 6-sided die hundreds or thousands of times, 

we expect to roll a two on 1/6 of the rolls. Over many trials, outcomes approach theoretical expectations. 

 
 

We need to be careful at this point. Very few people have ever flipped a coin a thousand times. In reality, we 

experience chance outcomes over a small number of trials (maybe even just once). We must understand that it is 

impossible to pick the next random outcome and that if we haven’t observed an outcome for some time, it is not 

“due” to happen (sometimes called the law of averages). The following story may help to approach these 

individual random outcomes with caution. 
 

The Baltimore Stockbroker Parable: Suppose you received a letter from a financial advisor who told you a 

certain stock was going up over the next several weeks. You watched the stock, and sure enough it went up. A 

few weeks later that same financial advisor sent another letter to say another stock was going to go down over 

the following few weeks. Sure enough, as you watched, the stock did go down. Then that same financial advisor 

sent a third letter to tell you to watch another stock that was going to go up. Sure enough it did. With the next 

letter the financial advisor told you to watch another stock that was going to go up. And you guessed it, the 

stock went up. That same financial advisor sent another six letters and each time they correctly predicted the 

direction of every stock he told you to watch – a perfect prediction ten out of ten times. In the eleventh letter he 

asked for a big investment. What would you say? He had been right ten out of ten times. 
 

What the investor (you) does not see is the advisor’s side of the story. That financial advisor began sending 

letters to 10,240 prospects. In 5,120 he predicted the stock would go up; in the other 5,120 he predicted the 

stock would go down. The 5,120 to whom he sent the letter saying the stock would go down never heard from 

our financial advisor again. Of the 5,120 to whom he said the stock would go up, 2,560 got a second letter 

predicting that second stock would go up and the other 2,560 got a second letter saying the second stock would 

go down. The 2,560 who got the letter predicting the wrong direction of the stock those people never heard 

from our financial advisor again. Of those who got the correct prediction, 1,280 got the third letter predicting a 

third stock would go up and 1,280 got a letter saying the third stock would go down. In the end, chance allowed 

10 prospects investor to receive 10 perfect predictions. The other 10,230 people never heard from the advisor 

ever again. To the advisor, using concepts in probability to convince 10 potential investors he was so good at 

picking outcomes was worth the all of the work. 
 

The moral of the story: Improbable things happen a lot! This notion is not always intuitive but is true 

nevertheless. People win the lottery, grow to 7 feet tall, and, unfortunately, have been struck by lightning. 

Flipping heads 10 times in a row does happen by chance alone. Observing a pattern in outcomes do not mean 

the outcomes lack randomness. While we trust in the law of large numbers over many trials, in the short term 

we must approach all possible outcomes with a realistic level of uncertainty. Those of us who have a firm 

understanding of probabilistic outcomes have a clear advantage when making decisions (but hopefully in a 

more ethical application of these concepts than the Baltimore stockbroker). 



TOPIC 4.3 Introduction to Probability 

Skill: Using Probability and Simulation 3.A: Determine relative frequencies, proportions, or probabilities using 

simulation or calculations. 

Skill: Statistical Argumentation 4.B: Interpret statistical calculations and findings to assign meaning or assess a 

claim. 

 
 

The probability of any outcome of a chance process is a number between 0 (never occurs) and 1(always 

occurs) that describes the proportion of times the outcome would occur in a very long series of repetitions. 

 

A probability model is a quantitative descriptions of a situation, a phenomenon, or an experiment whose 

outcome is uncertain. Probability models allow us to find the probability of any collection of outcomes. An 

event is any collection of outcomes from some chance process. That is, an event is a subset of the sample space. 

Events are usually designated by capital letters, like A, B, C, and so on. 

 

Two steps to putting together a probability model: 

1. Describe all possible outcomes of the experiment/event (specify the sample space) 

2. Specify probability laws which assigns probabilities to outcomes or to collections of outcome. 

 

A sample space can be presented in a table or diagram (we will learn about several diagrams in a future topic). 



Notation for Probability 

The probability of an event is denoted by P(E) 

 

Example:  The probability of flipping a heads on a fair coin would be P(Heads) = 0.5 

 

Note: In statistics, probabilities are expressed in decimal or fraction form. The only exception is when we are 

explaining probabilities in sentence form, in which percentages are acceptable. 

 

Probability Rules 

1. Any probability is a value between 0 and 1. Solutions are often expressed as decimals, fractions, or 

percentages. Events with a probability of 0 will never occur and those with a probability of 1 will always occur. 

0 ≤  P(E) ≤ 1 

 

2. All possible outcomes must add together to equal a probability of 1. 

 

3. If all outcomes in the sample space are equally likely, the probability that event A occurs can be found using 

the formula 

 
 

4. Complement: The probability that an event does not occur is 1 minus the probability that it will occur.  

P(Ac) = 1 – P(A) 

   

Additional Vocabulary: 

Empty Set ( ) – event with no outcomes 

 

Drawing without replacement - picking an item and not replacing it back into the given populations 

 

Equally likely - outcomes that have an equal chance of occurring 

 

Example: Distance-learning courses are rapidly gaining popularity among college students. Randomly select an 

undergraduate student who is taking distance-learning courses for credit and record the student’s age.  Here is 

the probability model: 

 
 

(a) Show that this is a legitimate probability model. 

 

Each probability is between 0 and 1 and  0.57 + 0.17 + 0.14 + 0.12 = 1  

 

(b) Find the probability that the chosen student is not in the traditional college age group (18 to 23 years). 

 

P(not 18 to 23 years) = 1 – P(18 to 23 years) = 1 – 0.57 = 0.43  

 

 

 

 

 

 

 

 



TOPIC 4.4 Mutually Exclusive Events 

Skill: Statistical Argumentation 4.B Interpret statistical calculations and findings to assign meaning or assess a 

claim. 

 
Two events are mutually exclusive (disjoint) if they have no outcomes in common and so can never occur 

together. 

 

Probability Rules 

5. Simple Addition Rule: If two events have no outcomes in common (mutually exclusive/disjoint), the 

probability that one or the other will occur is the sum of their individual probabilities. 

 

P(A or B) = P(A∩B) = P(A) + P(B)     if event A and event B are mutually exclusive  

 

Exercises: Topics 4.1, 4.3, and 4.4 

24. Describe the law of large numbers in your own words. 

25. Suppose a married couple both carry a gene for cystic fibrosis but don’t have the gene themselves. 

According to the law of genetics, the probability that their first child will have cystic fibrosis is 0.25. 

(a) Explain what this probability means. 

(b) Why doesn’t this probability say that if the couple has 4 children, then one of them is guaranteed to have 

cystic fibrosis? 

26.  Below is the sample space for all of the possible outcomes when rolling two dice: 

 
Most games only care about the sum of the numbers shown on the dice (sample space from 2 – 12).  State 

which event(s) have the highest probability and which event(s) have the lowest probability. 



27. Describe the complement rule and when we should utilize this to help determine a given probability. 

28. The probabilities of marital status for women between the ages of 25 and 34 are: 

 

Marital Status Never Married Married Widowed Divorced 

Probability 0.298 0.622 0.005 0.075 

 

Find: 

(a) Show that this is a legitimate probability model. 

(b) Are all of the outcomes mutually exclusive? Explain 

(c) P(currently not married) = 

(d) P(never married or divorced) = 

 

29. Benford’s Law:  Faking numbers on tax returns, records, invoices, and other documents is a big problem in 

many fields of work. Lucky, these fake values are not as difficult to find as you would think, because they often 

contain patterns that are unlikely in legitimate documents. It is a striking fact that the first digits of numbers in 

legitimate records often follow a distribution known as Benford’s Law.  

 

First Digit 1 2 3 4 5 6 7 8 9 

Probability 0.301 0.176 0.125 0.097 0.079 0.067 0.058 0.051 0.046 

 

Investigators can detect fraud by comparing these probabilities with the first digits in other records paid by the 

business. 

 

Let   A = {first digit is 1}    

B = {first digit is 6 or greater} 

C = {first digit is odd} 

Find:  

a) P(A) = 

 

b) P(B) = 

 

c) P(C) =  

 

d) P(Ac) = 

 

e) P(A or B) =  

 

f) P(B or C) = 

 

30. Benford’s Law Continued: Now think about random selection of the integers 1 through 9. If we used a 

random number table to select these numbers, each outcome would be equally likely as shown it the table below 

 

First Digit 1 2 3 4 5 6 7 8 9 

Probability 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 

 

Let      B = {first digit is 6 or greater}      just as it was above. However this time… 

    C = {first digit is odd} 

 

(a) P(B) =  

(b) P(C) = 

(c) How can your answer to parts a and b help you catch someone cheating on their tax returns? Explain. 


